
Apache Spark — Cheat Sheet
G.B. v0.3.1

1. Spark Key Concepts

• RDD: Immutable distributed collection split into parti-
tions. Stored in memory or disk. Can hold any Python/-
Java/Scala objects.

• Transformations: Lazy operations returning a new RDD.
Computed only when an action is invoked. E.g. map(),
filter(), flatMap().

• Actions: Trigger computation; return results to the
driver or write to storage. E.g. count(), collect(),
saveAsTextFile().

• Lineage (DAG): Spark tracks all transformations as a
DAG. Lost partitions are recomputed from lineage (fault
tolerance).

• Shuffle: Redistribution of data across partitions/nodes.
Triggered by distinct(), intersection(), sortBy(), etc.
Expensive - avoid when possible.

• Lazy evaluation: No computation at transformation time.
Data is materialized only when an action is called.

SparkContext setup
1 from pyspark import SparkConf , SparkContext

2 conf = SparkConf ().setAppName("MyApp")

3 sc = SparkContext.getOrCreate(conf=conf) # preferred

4 # Lambda (concise , single -expression only)

5 errorsRDD = inputRDD.filter(lambda line: "error" in line)

6 # Named function (multi -statement / reusable)

7 def has_error(line):

8 return line.find("error") >= 0

9 errorsRDD = inputRDD.filter(has_error)

Creating RDDs
1 lines = sc.textFile("hdfs :// path/file.txt", minPartitions =4) # Each line = one

element. Also works with a folder (all files included).

2 rdd = sc.parallelize ([1, 2, 3, 4], numSlices =2) # From a local Python

collection. Neither call triggers computation (both are lazy).

Accumulators
1 # Accumulators are updated inside transformations (lazy),

2 # but their value is only valid after an action is called.

3 invalidEmails = sc.accumulator (0) # Initialize to 0 or 0.0

4 def validEmailFunc(line):

5 if line.find(’@’) < 0:

6 invalidEmails.add (1) # Updated per partition

7 return False

8 return True

9 validEmailsRDD = emailsRDD.filter(validEmailFunc) # Lazy , nothing runs yet

10 validEmailsRDD.count() # Action triggers computation

11 print(invalidEmails.value) # Safe to read only NOW

Accumulators are not a substitute for RDD outputs — use
them for side-channel counters/diagnostics only.

2. RDD Transformations

2.1 Single-RDD Transformations

Operation #
output

Shuf? Par? Notes Example

filter(f) ≤ input No Yes Keeps elements where f(e) is True. Partition
count unchanged.

filter(lambda x: x>2)

on [1,2,3,3] → [3,3]

map(f) = input No Yes Applies f to each element; one output per input.
Output type may differ.

map(lambda x: x+1) on
[1,2,3,3] → [2,3,4,4]

flatMap(f) Behavior
depends
on f

No Yes f returns a list per element; output is the
concatenation. Duplicates kept.

flatMap(lambda x:

range(x,4)) on [1,2,3,3]

→ [1,2,3,2,3,3,3]

distinct() ≤ input Yes No Removes duplicates. Shuffle required to compare
across partitions.

[1,2,3,3] → [1,2,3]

sortBy(f,

asc=True)

= input Yes No Global sort by key returned by f. Tuple keys for
multi-level sort.

sortBy(lambda v: v) on
[3,1,2] → [1,2,3]

sample(repl,

frac, seed)

≈frac×in No Yes Random sample per partition. repl=True with
replacement.

—

2.2 Two-RDD Transformations

Operation # output Shuf? Par? Notes Example

rdd1.union(rdd2) |r1|+ |r2| No Yes Concatenates partitions; duplicates kept.
Same type required.

[1,2].union([3]) → [1,2,3]

rdd1.intersection(

rdd2)

≤ min(r1, r2) Yes No Elements in both RDDs; duplicates
removed.

[1,2,3].intersection([3,4]) → [3]

rdd1.subtract(rdd2)≤ |r1| Yes No Elements in rdd1 not in rdd2. Duplicates
kept.

[1,2,2,3].subtract([3,4]) →
[1,2,2]

rdd1.cartesian(

rdd2)

|r1| × |r2| Yes No All pairs (a,b). Very expensive for large
inputs.

[1,2].cartesian(["A","B"]) →
[(1,"A"),(1,"B"),(2,"A"),(2,"B")]

3.1 Numeric Actions Returning to the Driver

Operation Return Shuffle? Notes Example

sum() float Partial Sum of all values. [1.5,3.5,2.0].sum() → 7.0

mean() float Partial Arithmetic mean. [1.5,3.5,2.0].mean() → 2.333

stdev() float Partial Population standard deviation. [1.5,3.5,2.0].stdev() → 0.850

variance() float Partial Population variance. [1.5,3.5,2.0].variance() → 0.722

max() float Partial Maximum value. [1.5,3.5,2.0].max() → 3.5

min() float Partial Minimum value. [1.5,3.5,2.0].min() → 1.5
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3.2 Actions Returning to the Driver

Operation ReturnShuf? Notes Example

collect() list All Returns all elements. Only for small
RDDs — entire dataset sent to driver.

[1,2,3,3].collect() →
[1,2,3,3]

count() int Partial Partial counts per partition, summed at
driver.

[1,2,3,3].count() → 4

countByValue() dict Yes Frequency of each distinct value. Use only
if distinct values are few.

[1,2,3,3].countByValue()

→ {1:1,2:1,3:2}
take(n) list No First n elements scanned sequentially. Does

not sort.
[1,5,3].take(2) → [1,5]

first() element No Same as take(1)[0]. Returns a single
element.

[1,2,3].first() → 1

top(n, key=None) list Yes n largest elements (desc). Optional key
maps each element to a comparison value.

[1,5,3,4].top(2) → [5,4]

takeOrdered(n,

key=None)

list Yes n smallest elements (asc). Optional key
function.

[1,5,3,4].takeOrdered(2)

→ [1,3]

takeSample(repl,

n, seed)

list Yes Exactly n random elements to driver.
repl=True with replacement.

—

reduce(f) element Partial Combines all elements with f. f must be
associative AND commutative.

reduce(lambda a,b: a+b)

sums all.

fold(zero, op) element Partial Like reduce with an explicit neutral zero
per partition. op must be associative.

fold("", lambda s1,s2:

s1+s2) concatenates strings.

aggregate(zero,

seqOp, combOp)

type U Partial Most general: output type U can differ
from input type T. seqOp(acc,e)→U;
combOp(U,U)→U. Both must be associative.

See §7.4 for avg example.

3.3 Actions Writing to Storage
• saveAsTextFile(path): Writes each partition to a separate file in output folder path (folder must not exist). Each RDD
element is one line.

• foreach(f): Applies f to each element for side effects (e.g., writing to DB, accumulator). Returns nothing to the driver.

Function constraints for reduce / fold / aggregate

Action Assoc. Comm. Why it matters

reduce(f) Required Required Spark executes f in parallel across partitions in any order.

fold(zero,

op)

Required Not
required

Each partition starts from zero; sub-results combined in unspecified
order.

aggregate(...) Required Not
required

Same as fold but accumulator type can differ from element type.

Valid for reduce:

+, *, max, min. Valid for fold/aggregate only: string concat (assoc., not commut.). Invalid for all: subtraction,
division.

Pair RDDs — Key-Value Operations

4. Pair RDD Concepts
• Pair RDD: An RDD of (key, value) tuples. Keys and
values can be any Python objects.

• All standard RDD operations apply (acting on the full tu-
ple).

• Specific operations process one group (key) at a time:
reduceByKey(), join(), etc.

• The basic idea mirrors Hadoop MapReduce, but more oper-
ations are built-in.

5. Creating Pair RDDs

Three ways to create Pair RDDs

1 # 1. map() - one pair per input element

2 namesRDD = sc.textFile("names.txt")

3 pairRDD = namesRDD.map(lambda name: (name , 1))

4
5 # 2. flatMap () - multiple pairs per input element

6 linesRDD = sc.textFile("doc.txt")

7 wordPairRDD = linesRDD.flatMap(

8 lambda line: [(w, 1) for w in line.split ()])

9
10 # 3. parallelize () - from a local list of tuples

11 nameAge = [("Paolo", 40), ("Giorgio", 22), ("Paolo", 35)]

12 pairRDD = sc.parallelize(nameAge)

6. Pair RDD Transformations - By-
Key Aggregations

reduceByKey / foldByKey / combineByKey

1 # reduceByKey(f)

2 youngest = nameAgePairRDD.reduceByKey(lambda a, b: min(a, b))

3 # foldByKey(zero , op)

4 concat = nameMessPairRDD.foldByKey(’’, lambda m1 , m2: m1+m2)

5 # combineByKey: most general - output type U can differ from V.

6 # createCombiner(V)->U | mergeValue(U,V)->U | mergeCombiner(U,U)->U

7 sumCount = nameAgePairRDD.combineByKey(

8 lambda e: (e, 1), # createCombiner

9 lambda c, e: (c[0]+e, c[1]+1) , # mergeValue

10 lambda c1,c2: (c1[0]+c2[0], c1[1]+c2[1]) # mergeCombiner

11 )

12 avgRDD = sumCount.map(lambda p: (p[0], p[1][0]/p[1][1]))

13 # EXERCISE 39 bis example

14 def createCombiner(value):

15 date , pm = value

16 if pm >= 50:

17 return [date]

18 return []

19 def mergeValue(acc , value):

20 date , pm = value

21 if pm >= 50:

22 return acc + [date]

23 return acc

24 def mergeCombiners(acc1 , acc2):

25 return acc1 + acc2

26 # result [(’s1’, [’2016-01-02’, ’2016-01-03’]), (’s3’, []), (’s2’, [’2016-01 -03’])]

27 resultRDD = mappedRDD.combineByKey(

28 createCombiner ,

29 mergeValue ,

30 mergeCombiners

31 )
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7. Pair RDD Transformations — Reference Table

Transformation Purpose Example call Result on
[("k1",2),("k3",4),("k3",6)]

reduceByKey(f).
Simulates
groupByKey in SQL

One pair per distinct key; values
combined with f (assoc. + comm.).
Same type in/out. Shuffle.

reduceByKey(lambda

v1,v2: v1+v2)

[("k1",2),("k3",10)]

foldByKey(zero,

op)

Like reduceByKey with a neutral
zero. op assoc. only. Shuffle.

foldByKey(0, lambda

v1,v2: v1+v2)

[("k1",2),("k3",10)]

combineByKey(

createComb,

mergeValue,

mergeComb)

Most general by-key aggregation;
output type can differ. Shuffle.

sum+count (see §8) [("k1",(2,1)),("k3",(10,2))]

groupByKey() One pair per distinct key; value
= iterable of all values for that
key. Shuffle.

groupByKey() [("k1",[2]),("k3",[4,6])]

mapValues(f) Apply f to each value; key
unchanged. Output type may
differ. No shuffle.

mapValues(lambda v:

v+1)

[("k1",3),("k3",5),("k3",7)]

flatMapValues(f) f returns a list per value; multiple
pairs per input pair. Keys
unchanged. No shuffle.

flatMapValues(lambda

v: range(v,6))

[("k1",2)..("k1",5),

("k3",4),("k3",5)]

keys() Returns a standard RDD of keys
only (duplicates kept). No shuffle.

keys() ["k1","k3","k3"]

values() Returns a standard RDD of values
only (duplicates kept). No shuffle.

values() [2,4,6]

sortByKey(asc=True)Returns pairs sorted by key (asc or
desc). Shuffle.

sortByKey() [("k1",2),("k3",4),("k3",6)]

8. Two-Pair-RDD Transformations

Transformation Purpose Result on
rdd1=[("k1",2),("k3",4),("k3",6)],
rdd2=[("k3",9)]

rdd1.subtractByKey(rdd2) Pairs of rdd1 whose key does not appear in rdd2.
Values not considered. Shuffle.

[("k1",2)]

rdd1.join(rdd2) Natural/Inner join on key. Each pair of rdd1
combined with all pairs of rdd2 sharing the same key.
Value becomes a tuple (v1,v2). Shuffle.

[("k3",(4,9)),("k3",(6,9))]

rdd1.leftOuterJoin(rdd2) As join but keeps all keys of rdd1; missing rdd2 values
become None. Shuffle.

[("k1",(2,None)),("k3",(4,9)),

("k3",(6,9))]

rdd1.rightOuterJoin(rdd2)Keeps all keys of rdd2; missing rdd1 values become
None. Shuffle.

—

rdd1.fullOuterJoin(rdd2) Keeps all keys from both; missing values become None.
Shuffle.

—

rdd1.cogroup(rdd2)

Number of keys equal to
the number of distinct key

For each key in either RDD: one pair (key, (list1,

list2)) where list1/list2 are all values for that key in
rdd1/rdd2. Shuffle.

[("k1",([2],[])),("k3",([4,6],[9]))]

9. Pair RDD Actions

Action Return Notes Example call Result on
[("k1",2),("k3",4),

("k3",6)]

countByKey() dict Counts occurrences of each key. Use
only if distinct keys are few (result
sent to driver after Shuffle).

movieRatings.countByKey() {"k1":1,"k3":2}

collectAsMap() dict Returns all pairs as a dict. Duplicate
keys: only one value kept (usually
the last). Use only if keys are unique
and RDD is small. Shuffle

rdd.collectAsMap()

may be useful to do
groupByKey() first

{"k1":2,"k3":4} or

{"k1":2,"k3":6}

lookup(key) list Returns a local list of all values associated
with the given key. Watch result size.

rdd.lookup("k3") [4,6]
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10. Code Examples

10.1 Word Count

Word Count

1 lines = sc.textFile("input.txt")

2 words = lines.flatMap(lambda line: line.split())

3 pairs = words.map(lambda word: (word , 1))

4 counts = pairs.reduceByKey(lambda a, b: a + b)

5 counts.saveAsTextFile("output")

10.2 Sorting with sortBy

Multi-level sort

1 names = sc.parallelize (["Alice","Bob","Anna","Alberto"])

2 # Primary: length , secondary: alphabetical

3 sorted_names = names.sortBy(lambda n: (len(n), n))

4 # Output: [’Bob ’,’Anna ’,’Alice ’,’Alberto ’]

10.3 aggregate to compute average

Sum and count in one pass

1 rdd = sc.parallelize ([1, 2, 3, 3])

2 zero = (0, 0) # (sum , count)

3 seqOp = lambda acc , x: (acc [0]+x, acc [1]+1)

4 combOp = lambda a, b: (a[0]+b[0], a[1]+b[1])

5 result = rdd.aggregate(zero , seqOp , combOp)

6 # result = (9, 4) -> avg = 2.25

10.4 groupByKey with output formatting

groupByKey example

1 nameAge = [("Paolo" ,40) ,("Giorgio" ,22) ,("Paolo" ,35)]

2 pairRDD = sc.parallelize(nameAge)

3 agesPerName = pairRDD.groupByKey ()

4 # Convert ResultIterable to list before saving

5 agesPerName.mapValues(lambda v: list(v)) \

6 .saveAsTextFile(outputPath)

10.5 Join and cogroup

Join / cogroup example

1 questions = sc.parallelize ([(1,"What is..?") ,(2,"Who is..?")])

2 answers = sc.parallelize ([(1,"It is a car") ,(1,"It is a byke"),

3 (2,"She is Jenny")])

4 joined = questions.join(answers)

5 # -> [(1,(" What is..?" ,"It is a car")),

6 # (1,(" What is..?" ,"It is a byke")),

7 # (2,("Who is..?","She is Jenny"))]

8
9 movies = sc.parallelize ([(1,"Star Trek") ,(1,"Forrest Gump") ,(2,"Forrest Gump")])

10 directors = sc.parallelize ([(1,"Woody Allen") ,(2,"Quentin Tarantino") ,(2,"Alfred

Hitchcock")])

11 cogrouped = movies.cogroup(directors)

12 # -> [(1, ([" Star Trek","Forrest Gump"], [" Woody Allen "])),

13 # (2, ([" Forrest Gump"], [" Quentin Tarantino","Alfred Hitchcock "]))]

10.6 top, takeOrdered, subtractByKey, countByKey, lookup

top / takeOrdered with key function

1 names = sc.parallelize ([’Paolo’, ’Giovanni ’, ’Luca’])

2 names.top(2, key=len) # [’Giovanni ’,’Paolo ’] (longest)

3 names.takeOrdered (2, key=len) # [’Luca ’,’Paolo ’] (shortest)

4 names.top (2) # [’Paolo ’,’Luca ’] (desc alpha)

5 names.takeOrdered (2) # [’Giovanni ’,’Luca ’] (asc alpha)

subtractByKey / countByKey / lookup

1 profiles = sc.parallelize ([("PaoloG" ,40) ,("Giorgio" ,22) ,("PaoloB" ,35)])

2 banned = sc.parallelize ([("PaoloB","spam"),("Giorgio","Vandalism")])

3 good = profiles.subtractByKey(banned)

4 # -> [(" PaoloG", 40)]

5
6 ratings = sc.parallelize ([("Gump" ,4) ,("Trek" ,5) ,("Gump" ,3)])

7 ratingRDD = sc.parallelize(ratings)

8 ratingRDD.countByKey () # {"Gump":2, "Trek ":1}

9 ratingRDD.lookup("Gump") # [4, 3]

11. Execution Model — Key Facts

• No computation at transformation time.
sc.textFile(), filter(), map(), etc. only record lineage.
Data is not read until an action is invoked.

• Actions are the trigger. count(), collect(),
saveAsTextFile() cause Spark to walk the DAG and exe-
cute all pending transformations.

• Shuffle cost. Every ”Shuf: Yes” operation moves data
across the network. Minimize them for best performance.
Prefer reduceByKey over groupByKey when the operation is
associative.

• Partition awareness. Partitions control parallelism. Set
minPartitions/numSlices explicitly when needed.

• Driver memory. collect(), countByValue(),
countByKey(), collectAsMap(), lookup() send data to
driver. Use only when result is guaranteed small. Prefer
saveAsTextFile() for large outputs.

• groupByKey vs. reduceByKey. Use reduceByKey/foldByKey/combineByKey
for associative aggregations — they perform local partial ag-
gregation before the shuffle, sending far less data over the
network. groupByKey is only appropriate when the aggre-
gation function is not associative.

12 RDD Persistence

Storage Level Meaning Disk Replication

MEMORY ONLY Deserialized objects in JVM. Partitions that don’t fit are recomputed on
the fly. Default.

No ×1

MEMORY AND DISK Deserialized objects in JVM. Partitions that don’t fit are spilled to local
disk.

Fallback ×1

DISK ONLY Partitions stored only on disk. Yes ×1

MEMORY ONLY 2

MEMORY AND DISK 2

Same as above counterparts, but each partition is replicated on 2 nodes. See above ×2

OFF HEAP (experimental) Similar to MEMORY ONLY but uses off-heap memory (must be explicitly
enabled).

No ×1

NONE No persistence (default RDD behaviour, recomputed every time). No —

To persist an RDD, call rdd.persist(storageLevel) passing one of the pyspark.StorageLevel constants
(e.g. pyspark.StorageLevel.MEMORY AND DISK). To release cached data, call rdd.unpersist().
Note: rdd.cache() is a shorthand for rdd.persist(pyspark.StorageLevel.MEMORY ONLY).
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RDD Advanced Topics

12. RDD Advanced: Persistence, Accumulators, Broadcast, Partitioning

12.1 Accumulators in Depth
Numeric accumulators (int/float) are created with
sc.accumulator(initial).

Accumulator Rules
• Only the driver can read the final value (accum.value).

• Tasks (executors) can only add to accumulators.

• Accumulators are updated inside transformations (lazy).

• Value is reliable only after an action that executes those
transformations.

• If the RDD is already cached from a previous action, subse-
quent actions may not re-run transformations ⇒ accumulator
won’t be updated again unless you force recomputation (e.g.,
unpersist() or use a different RDD lineage).

Custom Accumulators (AccumulatorParam)

1 from pyspark import AccumulatorParam

2 class SetAccumulator(AccumulatorParam):

3 def zero(self , initialSet):

4 return set()

5 def addInPlace(self , s1 , s2):

6 return s1.union(s2)

7 uniqueWords = sc.accumulator(set(), SetAccumulator ())

8 # then in transformations: uniqueWords.add(word_set)

Example: Counting missing keys during a join

1 # RDDs: (userId , name) and (userId , purchase)

2 users = sc.parallelize ([(1,"A") ,(2,"B") ,(3,"C")])

3 purchases = sc.parallelize ([(1 ,10) ,(1,20) ,(3,30)])

4
5 # Accumulator to count users with no purchase

6 missingKeys = sc.accumulator (0)

7
8 def join_with_counter(tuple_with_key):

9 key = tuple_with_key [0]

10 # if key not in broadcasted dict , increment accumulator

11 # (small table broadcasted for map -side join)

12 # For simplicity , we use a local dict built from purchases groupByKey

13 # (This is just an illustration; actual join is shown below)

14 pass

15
16 # Better: use left outer join and count nulls

17 joined = users.leftOuterJoin(purchases)

18 # count missing purchases via accumulator during iteration

19 def count_missing(row):

20 if row [1][1] is None:

21 missingKeys.add(1)

22 return row

23
24 # Action triggers everything

25 processed = joined.map(count_missing).cache ()

26 result = processed.collect () # triggers the execution of the computation graph and

caches "processed"

27 otherResult = processed.filter (...).collect ()

28 print("Missing keys:", missingKeys.value) # 1 (user 2)

Important: If processed were not cached, each action
would recompute the RDD computation graph and re-execute
count missing. Therefore, the accumulator would be incremented
once per missing key for each action.
In this example, its final value would be 2 instead of 1.

12.3 Broadcast Variables

Read-only variables cached on each executor (one copy per executor,
not per task).

Using Broadcast Variables

1 # small lookup table (collected to driver)

2 lookup = smallRDD.collectAsMap () # dict

3 broadcasted = sc.broadcast(lookup)

4
5 # in transformations

6 def enrich(record):

7 key = record [0]

8 if key in broadcasted.value:

9 return (key , record [1], broadcasted.value[key])

10 return record

11
12 enrichedRDD = largeRDD.map(enrich)

12.4 RDD Partitioning
Partitions control parallelism.

• rdd.getNumPartitions()

• repartition(n) – increases/decreases, always shuffles.

• coalesce(n) – decreases, avoids shuffle when possible.

Partitioning Pair RDDs

partitionBy

1 # Hash partitioning (default)

2 pairRDD.partitionBy(numPartitions)

3 # Custom partitioner

4 def my_partitioner(key):

5 return hash(key) % numPartitions

6 pairRDD.partitionBy(numPartitions , my_partitioner)

When useful: If a partitioned RDD is cached and reused in
multiple key-based operations (e.g., join, groupByKey), partition-
ing reduces shuffles.

Default Partitioning Behavior

Operation # partitions Partitioner
preserved?

parallelize(list) defaultParallelism no

textFile(path) ≥ number of HDFS
blocks

no

map, filter,

flatMap

same as parent no (partitioner
lost)

reduceByKey,

groupByKey

same as parent HashPartitioner

join depends on inputs HashPartitioner

14.5 Broadcast Join (Map-Side Join) for RDDs
When one RDD is small enough to fit in memory, avoid expen-
sive shuffle join:

Broadcast Join Pattern

1 # largeRDD: (key , value)

2 # smallRDD: (key , enrichedValue)

3 smallMap = smallRDD.collectAsMap () # to driver

4 broadcastMap = sc.broadcast(smallMap)

5
6 def broadcast_join(record):

7 k, v = record

8 if k in broadcastMap.value:

9 return [(k, (v, broadcastMap.value[k]))]

10 return [] # or keep as (k, (v, None))

11
12 joinedRDD = largeRDD.flatMap(broadcast_join)

This sends the small table to each executor once, then per-
forms the join locally without network shuffle.
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Spark SQL and DataFrames

13. Spark SQL & DataFrames

13.1 SparkSession
All Spark SQL functionality is based on SparkSession.

Creating a SparkSession

1 from pyspark.sql import SparkSession

2 spark = SparkSession.builder \

3 .appName("MyApp") \

4 .getOrCreate ()

5
6 # Close when done

7 spark.stop()

13.2 Creating DataFrames
DataFrames are distributed collections of structured data (like rela-
tional tables).

From CSV

1 df = spark.read.load("people.csv",

2 format="csv",

3 header=True , # first line as column names

4 inferSchema=True) # detect types (else all strings)

From JSON

1 # JSON Lines format (one JSON object per line)

2 df = spark.read.load("people.json", format="json")

3 # Multiline JSON files

4 df = spark.read.load("folder/", format="json", multiLine=True)

From RDD / Python list

1 # list of tuples

2 profiles = [(19,"Justin"), (30,"Andy"), (None ,"Michael")]

3 df = spark.createDataFrame(profiles , ["age", "name"])

13.3 Basic DataFrame Operations

Show Schema Count

1 df.show (2) # first n rows (default 20)

2 df.printSchema () # column names and types

3 df.count () # number of rows

4 df.distinct () # new DataFrame with unique rows

Selecting Columns

1 df.select("name", "age")

2 df.selectExpr("name", "age+1 as newAge")

Filtering

1 df.filter("age >= 20 and age <= 31")

2 df.where("age >= 20") # alias of filter

Join

1 dfPersons.join(dfLikes ,

2 dfPersons.uid == dfLikes.uid ,

3 how="inner") # inner , left_outer , right_outer , left_anti , ...

13.4 Aggregations and Grouping

Simple Aggregations

1 import pyspark.sql.functions as f # df.agg(f.avg("age"), f.max("age"))

2 # using dict returns a df -> can use df.withColumnRenamed ("name", "newName ") later

3 df.agg({"age": "avg", "name": "count"}) # returns (avg(age), count(name))

GroupBy Aggregations

1 # average age per name

2 df.groupBy("name").avg("age") # equal to .agg ({"age":" avg"})

3 # multiple aggregates

4 df.groupBy("name").agg(

5 { "age" : "avg",

6 "name" : "count" }

7 ) # returns (name , avg(age), count(name))

8 # # .withColumnRenamed ("avg(age)", "ageAVG ")

Sorting

1 df.sort("age", ascending=False) # default True

13.5 SQL Queries on DataFrames
Register as Temp View and Query

1 df.createOrReplaceTempView("people") # name of the ’table ’

2 result = spark.sql("SELECT * FROM people WHERE age >= 20 AND age <= 31")

3 result.show() # print result on stdout (it was still a df)

13.6 Saving DataFrames
Using write()

1 df.write.csv("output", header=True) # each generated file has the header (expected

from load)

2 df.write.json("output")

3 df.write.parquet("output")

Via RDD

1 df.rdd.map(lambda row: (row.name , row.surname)) # save only name and surname

2 df.rdd.saveAsTextFile("output") # .rdd returns [Row(’attr1 ’:’value1 ’), ...]

13.7 User Defined Functions (UDFs)
Register and Use

1 # register UDF (name , function , datatype)

2 spark.udf.register("strLen", lambda s: len(s), "int")

3 # use in selectExpr

4 df.selectExpr("strLen(name) as name_length")

5 # use in SQL

6 spark.sql("SELECT strLen(name) FROM people")

13.8 Cube and Rollup
Multi-dimensional Aggregation

1 df.cube("userid", "productid").agg(F.sum("quantity")) # *, userid , productid , both

2 df.rollup("userid", "productid").agg(F.sum("quantity"))

13.9 Set Operations and Broadcast Hint
Set Operations

1 df1.union(df2) # all rows (duplicates kept) no shuffle

2 df1.intersect(df2) # rows in both , shuffle

3 df1.subtract(df2) # rows in df1 not in df2 , shuffle

Broadcast Hint for Joins

1 from pyspark.sql.functions import broadcast

2 dfLarge.join(broadcast(dfSmall), "key")

13.10 Execution Plan
Explain Plan

1 df.join(df2 , "key").explain () # prints physical plan
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Graph Analytics with GraphFrames

14. GraphFrames (DataFrame-based Graphs)

14.1 Setup and Installation

Package and Checkpoint

1 from graphframes import GraphFrame

2 # Required before any (expensive) iterative algorithm

3 sc.setCheckpointDir("hdfs :// checkpoint -dir")

14.2 Building a GraphFrame

Vertices and Edges DataFrames

1 # Vertices: MUST have column "id" (unique per vertex)

2 v = spark.createDataFrame ([

3 ("u1","Alice" ,34),

4 ("u2","Bob", 36),

5 ("u3","Charlie" ,29)

6 ], ["id","name","age"])

7
8 # Edges: MUST have columns "src" and "dst"

9 e = spark.createDataFrame ([

10 ("u1","u2","friend"),

11 ("u2","u3","follow"),

12 ("u3","u1","follow"),

13 ("u1","u3","friend")

14 ], ["src","dst","relationship"])

15 g = GraphFrame(v, e)

16 g.collect () # returns a list of rows [row1 , row2 , row3]

17 # g.collect ()[0] access to the first row , g.collect () [0][0] first raw , first col

14.3 Querying Vertices and Edges

Basic Queries

1 g.vertices.show()

2 g.edges.show()

3
4 # Filter vertices / edges (returns new GraphFrame)

5 young = g.filterVertices("age < 30")

6 follow = g.filterEdges("relationship = ’follow ’")

7 clean = g.dropIsolatedVertices ()

8
9 # Degree statistics (DataFrames with columns: id, degree) ->(displayed if degree >1)

10 g.degrees.show() # in + out

11 g.inDegrees.show() # in-degree per vertex (id, inDegree)

12 g.outDegrees.show() # out -degree per vertex

14.4 Motif Finding
Find structural patterns using a simple DSL. Each named variable
in (v) or [e] becomes a column in the result DataFrame.

Motif Examples

1 # Mutual followers (cycles of length 2)

2 mutuals = g.find("(a)-[e1]->(b); (b)-[e2]->(a)")

3 mutuals.filter("a.id < b.id").show() # dedup pairs

4 # Triangle: three -way follow cycle

5 triangles = g.find(

6 "(a)-[e1]->(b); (b) -[e2]->(c); (c)-[e3]->(a)")

7 # Unnamed vertex / edge: use empty string

8 g.find("(a) -[]->(b)") # any edge from a to b

9 g.find("(a) -[e1]->(b); (b)-[e2]->(c)") # Two -hop path: a -> b -> c

10 # ! Careful that if you do (v1) - [friend] -> (v2) it does not automatically filter

for the ones who are really friend automatically; it is only a placeholder

11 # In that case motifs.filter (" friend.relationship=’friend ’")

12 g.filterEdges("relationship = ’friend ’").find(’(v1)-[e1]->(v2);!(v2) -[e2]->(v1)’)

13 # error if you want e2.NEVER specify the edge with negation (doesn ’t exist)

14 g.find("(user)-[follow]->(topic); (topic) -[correlatedTo]->(BigData)").filter("

follow.linktype = ’follow ’ AND ... AND BigData.name = ’Big Data’") #

linktype was the name in the edges struct for {src ,dst ,linktype} -> thus , we

filter as: columnName.structName = ’something ’

14.5 Graph Algorithms

Algorithm Call

BFS g.bfs(fromExpr, toExpr,

edgeFilter=None,

maxPathLength=10)

Shortest paths g.shortestPaths(landmarks=["u1","u2"])

id, name, age, distances ([u1:0, u2:1])

Connected
components

g.connectedComponents()

id, name, age, componentID

Strongly connected g.stronglyConnectedComponents(maxIter=10)

Label propagation g.labelPropagation(maxIter=5) #avoid it

PageRank(fixed iter) g.pageRank(resetProb=0.15, maxIter=20)

in both cases return a graph in which the
vertices have pagerank and edges the weight

PageRank(tolerance) g.pageRank(resetProb=0.15, tol=0.01)

Triangle count g.triangleCount()

14.6 PageRank Example

PageRank

1 pr = g.pageRank(resetProbability =0.15, maxIter =30)

2 # pr.vertices has column "pagerank"

3 # pr.edges has column "weight"

4 pr.vertices \

5 .select("id","name","pagerank") \

6 .orderBy("pagerank", ascending=False) \

7 .show()

14.7 BFS Example

BFS — Shortest Path

1 # Find ! shortest ! path from Alice to any vertex aged < 30

2 paths = g.bfs(

3 fromExpr="name = ’Alice ’",

4 toExpr="age < 30",

5 edgeFilter="relationship != ’block’", # optional

6 maxPathLength =5

7 )

8 # Result: one row per path found

9 # Columns: from , e0, v1, e1 , ..., to

10 paths.show()

14.8 Connected Components
Connected / Strongly Connected

1 # Undirected connected components

2 cc = g.connectedComponents ()

3 # cc.vertices: id, name , ..., component (Long ID)

4 cc.vertices.groupBy("component").count().show()

5
6 # Directed strongly connected components

7 scc = g.stronglyConnectedComponents(maxIter =10)

8 scc.vertices.select("id","component").show()

14.9 Notes and Best Practices
• Graphs are directed by default. To simulate undirected: dupli-

cate edges reversing src/dst.

• Cache with g.cache() if the graph is used in multiple algorithms.

• All iterative algorithms require sc.setCheckpointDir(...).

• g.vertices and g.edges are plain DataFrames — apply any
SQL/DF operation.

• For AggregateMessages (custom pregel-style algorithms),
import from graphframes.lib import AggregateMessages as

AM.

14.10 Aggregated Messages
Connected / Strongly Connected

1 # Send the age of each destination of an edge to its source

2 msgToSrc = AggregateMessages.dst["age"]

3 # Send the age of each source of an edge to its destination

4 msgToDest = AggregateMessages.src["age"]

5 # Aggregate messages

6 aggAge = graph.aggregateMessages(sum(AggregateMessages.msg), sendToSrc=msgToSrc , sendToDst = msgToDst)
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MLlib — Machine Learning (DataFrame API)

15. MLlib Fundamentals

15.1 Core Abstractions
• Transformer: implements transform(df) — adds columns

(e.g., predictions, features). Stateless or pre-fitted.

• Estimator: implements fit(df) — learns a Transformer from
data (e.g., StandardScaler, LogisticRegression).

• Pipeline: chains Transformers and Estimators; fit() trains all
Estimators in order; transform() applies all stages.

• PipelineModel: fitted Pipeline; transform() only.

• ParamMap: parameter grid for hyperparameter tuning.

• Evaluator: computes a metric from predictions.

15.2 Required DataFrame Columns
• features: pyspark.ml.linalg.Vector — input features for all

algorithms.

• label: DoubleType — target for supervised learning (not needed
for clustering).

• prediction: output column added by model’s transform().

15.3 Feature Engineering

VectorAssembler

1 from pyspark.ml.feature import VectorAssembler

2
3 assembler = VectorAssembler(

4 inputCols =["age","income","score"],

5 outputCol="features"

6 )

7 df_feat = assembler.transform(df)

StandardScaler

1 from pyspark.ml.feature import StandardScaler

2
3 scaler = StandardScaler(

4 inputCol="features", outputCol="scaledFeatures",

5 withMean=True , withStd=True)

6 scalerModel = scaler.fit(df_feat) # learns mean/std

7 df_scaled = scalerModel.transform(df_feat)

StringIndexer / OneHotEncoder

1 from pyspark.ml.feature import StringIndexer , OneHotEncoder

2
3 # Convert string categories to numeric indices

4 indexer = StringIndexer(inputCol="color",outputCol="colorIdx")

5 # OneHot encode the indices

6 encoder = OneHotEncoder(inputCol="colorIdx",

7 outputCol="colorVec")

15.4 Pipeline Example (Full)
End-to-End Pipeline

1 from pyspark.ml import Pipeline

2 from pyspark.ml.feature import (

3 StringIndexer , VectorAssembler , StandardScaler)

4 from pyspark.ml.classification import LogisticRegression

5 from pyspark.ml.evaluation import (

6 MulticlassClassificationEvaluator)

7
8 # 1. Index string label

9 labelIdx = StringIndexer(

10 inputCol="category", outputCol="label")

11 # 2. Assemble numeric features

12 assembler = VectorAssembler(

13 inputCols =["age","income"], outputCol="rawFeatures")

14 # 3. Scale features

15 scaler = StandardScaler(

16 inputCol="rawFeatures", outputCol="features")

17 # 4. Classifier

18 lr = LogisticRegression(maxIter =100, regParam =0.01)

19
20 pipeline = Pipeline(stages =[labelIdx ,assembler ,scaler ,lr])

21
22 # Split

23 train , test = df.randomSplit ([0.8 , 0.2], seed =42)

24
25 model = pipeline.fit(train)

26 predictions = model.transform(test)

27
28 evaluator = MulticlassClassificationEvaluator(

29 metricName="accuracy")

30 print("Accuracy:", evaluator.evaluate(predictions))

15.5 Hyperparameter Tuning
Cross-Validation

1 from pyspark.ml.tuning import CrossValidator , ParamGridBuilder

2
3 paramGrid = ParamGridBuilder () \

4 .addGrid(lr.maxIter , [10, 50, 100]) \

5 .addGrid(lr.regParam , [0.01 , 0.1, 1.0]) \

6 .build() # 3 x 3 = 9 combinations

7
8 cv = CrossValidator(

9 estimator=pipeline ,

10 estimatorParamMaps=paramGrid ,

11 evaluator=evaluator ,

12 numFolds=5,

13 seed =42

14 )

15 cvModel = cv.fit(train)

16 bestModel = cvModel.bestModel # PipelineModel

17 cvModel.avgMetrics # list of avg metric per combo

Train-Validation Split (faster)

1 from pyspark.ml.tuning import TrainValidationSplit

2
3 tvs = TrainValidationSplit(

4 estimator=pipeline ,

5 estimatorParamMaps=paramGrid ,

6 evaluator=evaluator ,

7 trainRatio =0.8 # 80% train , 20% validation

8 )

9 tvsModel = tvs.fit(train)

SQLTransformer

1 from pyspark.ml.feature import SQLTransformer

2
3 # __THIS__ refers to the input DataFrame

4 sql_trans = SQLTransformer(

5 statement="SELECT *, age * income AS age_income_interact ,

6 LOG(income + 1) AS log_income

7 FROM __THIS__"

8 )

9 df_transformed = sql_trans.transform(df)

16.2 Evaluators

Classification Evaluators

1 from pyspark.ml.evaluation import (

2 MulticlassClassificationEvaluator ,

3 BinaryClassificationEvaluator)

4
5 # Multiclass

6 ev = MulticlassClassificationEvaluator(

7 metricName="accuracy") # f1|weightedPrecision |...

8
9 # Binary

10 ev2 = BinaryClassificationEvaluator(

11 metricName="areaUnderROC") # areaUnderPR

16.3 Decision Tree / Random Forest

Tree-based Models

1 from pyspark.ml.classification import (

2 DecisionTreeClassifier , RandomForestClassifier)

3
4 dt = DecisionTreeClassifier(

5 labelCol="label", featuresCol="features",

6 maxDepth=5, impurity="gini")

7
8 rf = RandomForestClassifier(

9 numTrees =100, maxDepth =10,

10 featureSubsetStrategy="sqrt",

11 seed =42)

12
13 # Access feature importances (after fitting)

14 rfModel = Pipeline(stages =[assembler ,rf]).fit(train)

15 rfModel.stages [-1]. featureImportances

16.4 GBT Classifier

GBTClassifier

1 from pyspark.ml.classification import GBTClassifier

2
3 gbt = GBTClassifier(

4 maxIter =50, maxDepth=5,

5 stepSize =0.1, # learning rate

6 subsamplingRate =0.8) # row sampling
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17. Regression

17.1 Algorithms
• LinearRegression — L1/L2/ElasticNet regularization.

• DecisionTreeRegressor

• RandomForestRegressor

• GBTRegressor

• IsotonicRegression

• GeneralizedLinearRegression — Poisson, Gamma, etc.

LinearRegression

1 from pyspark.ml.regression import LinearRegression

2
3 lr = LinearRegression(

4 maxIter =100, regParam =0.01 ,

5 elasticNetParam =0.0) # 0=L2 , 1=L1

6 model = Pipeline(stages =[assembler ,lr]).fit(train)

7 lrModel = model.stages [-1]

8 print("Coefficients:", lrModel.coefficients)

9 print("Intercept: ", lrModel.intercept)

10 print("RMSE:", lrModel.summary.rootMeanSquaredError)

11 print("R2: ", lrModel.summary.r2)

17.2 Regression Evaluator

RegressionEvaluator

1 from pyspark.ml.evaluation import RegressionEvaluator

2
3 evaluator = RegressionEvaluator(

4 labelCol="label", predictionCol="prediction",

5 metricName="rmse") # rmse|mse|r2|mae|var

6 rmse = evaluator.evaluate(predictions)

17.3 Random Forest Regressor

RandomForestRegressor

1 from pyspark.ml.regression import RandomForestRegressor

2
3 rf = RandomForestRegressor(

4 numTrees =100, maxDepth =10,

5 featureSubsetStrategy="onethird")

6 model = Pipeline(stages =[assembler , rf]).fit(train)

18. Clustering
18.1 KMeans
KMeans

1 from pyspark.ml.clustering import KMeans

2 from pyspark.ml.evaluation import ClusteringEvaluator

3
4 kmeans = KMeans(k=3, seed=1,

5 maxIter =20, tol=1e-4)

6 model = kmeans.fit(df_feat)

7 clustered = model.transform(df_feat)

8 # Evaluation: Silhouette score

9 evaluator = ClusteringEvaluator ()

10 silhouette = evaluator.evaluate(clustered)

11 # Cluster centers

12 centers = model.clusterCenters ()

13 # Cost (within -set sum of squared errors)

14 wssse = model.summary.trainingCost

18.2 BisectingKMeans and GaussianMixture

BisectingKMeans / GMM

1 from pyspark.ml.clustering import (

2 BisectingKMeans , GaussianMixture)

3
4 # Hierarchical divisive; better for large k

5 bkm = BisectingKMeans(k=4, seed =1)

6 bkm_m = bkm.fit(df_feat)

7
8 # Soft clustering (probabilistic assignments)

9 gmm = GaussianMixture(k=3, seed =1)

10 gmm_m = gmm.fit(df_feat)

11 # gmm_m.transform adds "prediction" and "probability"

12 # Gaussian parameters:

13 # gmm_m.weights , gmm_m.gaussiansDF (mean , cov)

19. Text Processing (TF-IDF) and FPGrowth

19.1 TF-IDF Pipeline
Text Classification Pipeline

1 from pyspark.ml.feature import (

2 Tokenizer , StopWordsRemover ,

3 HashingTF , IDF)

4
5 tokenizer = Tokenizer(

6 inputCol="text", outputCol="words")

7 remover = StopWordsRemover(

8 inputCol="words", outputCol="filtered")

9 hashTF = HashingTF(

10 inputCol="filtered", outputCol="rawFeatures",

11 numFeatures =10000)

12 idf = IDF(

13 inputCol="rawFeatures", outputCol="features",

14 minDocFreq =2) # ignore very rare terms

15
16 # chain with a classifier

17 pipeline = Pipeline(

18 stages =[tokenizer , remover , hashTF , idf , lr])

19.2 FPGrowth (Association Rules)
FPGrowth

1 from pyspark.ml.fpm import FPGrowth

2 from pyspark.sql.functions import split

3
4 # Prepare: each row = one transaction (ArrayType column)

5 df = spark.read.csv("transactions.csv", header=True) \

6 .withColumn("items", split("transaction"," "))

7
8 fp = FPGrowth(itemsCol="items",

9 minSupport =0.3,

10 minConfidence =0.5)

11 model = fp.fit(df)

12
13 model.freqItemsets.show() # (items , freq)

14 model.associationRules.show() # (antecedent , consequent ,

15 # confidence , lift , support)

16 predictions = model.transform(df) # adds "prediction" col
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Spark Streaming — DStream API (Micro-batch)

20. Spark Streaming (DStream API)

20.1 Core Concepts
• Micro-batch: Input stream split into fixed-time batches; each

batch is an RDD. Latency given by ’sampling rate’.

• Continuous: Micro-batch equals to one.

• DStream (Discretized Stream): a sequence of RDDs, one per
batch interval. Only one StreamingContext per application.

• Fault-tolerance: achieved via RDD lineage and optional check-
pointing. Exactly-once produces always correct results, the oth-
ers may not.

• Stateful operations (windowing, updateStateByKey) require
checkpointing.

• Output operations are the DStream equivalent of RDD actions
— they trigger computation.

DStream Operation

Any operation applied on a DStream (sequence of RDDs) trans-
lates to apply that operation on each RDD independently and
leave the batch unchanged. Thus, for action we have one result
per batch component (RDD).

20.2 StreamingContext Setup
Setup and Lifecycle

1 from pyspark import SparkContext

2 from pyspark.streaming import StreamingContext

3
4 sc = SparkContext("local [2]", "MyStreamApp")

5 ssc = StreamingContext(sc, batchDuration =5) # 5-sec batches

6
7 # Required for stateful operations (window , updateStateByKey)

8 ssc.checkpoint("hdfs :// checkpoint -dir")

9
10 # --- define transformations on DStreams here ---

11
12 ssc.start () # begin (otherwise actions aren’t triggered)

13 ssc.awaitTermination () # run until manually stopped

14 # ssc.awaitTerminationOrTimeout (60) # stop after 60 s

15 # ssc.stop(stopSparkContext=False) # stop SSC , keep SC alive

20.3 Input Sources
Built-in Sources

1 # TCP Socket (testing / debugging)

2 lines = ssc.socketTextStream("localhost", 9999) # result is a DStream

3 # you may have different records within each stream (RDD) inside the DStream

4
5 # File source - monitors a directory for *NEW* files only

6 lines = ssc.textFileStream("hdfs ://input -dir/") # filenames must be different

7
8 # Queue of RDDs (unit testing)

9 rddQueue = [sc.parallelize ([1 ,2 ,3]), sc.parallelize ([4 ,5])]

10 dstream = ssc.queueStream(rddQueue)

20.4 DStream Transformations
All standard RDD transformations apply per-batch via DStream:

DStream Op Equivalent / Notes

map(f) rdd.map(f) per batch

flatMap(f) rdd.flatMap(f) per batch

filter(f) rdd.filter(f) per batch

count() number of elements per batch

countByValue() freq dict per batch

reduce(f) or

reduce/groupByKey(f)

assoc. aggregation per batch

union(otherDstream) merge two DStreams (merge
same batch number)

join(otherDstream) (K,V) batches → (K,(V1, V2))
∀ batch

transform(func) arbitrary RDD ops per batch

foreachRDD(func) output op; func receives RDD

Streaming Word Count

1 lines = ssc.socketTextStream("localhost", 9999)

2 words = lines.flatMap(lambda line: line.split())

3 pairs = words.map(lambda w: (w, 1))

4 counts = pairs.reduceByKey(lambda a, b: a + b)

5 counts.pprint (); ssc.start ();... # output op: prints first 10 per batch

20.5 Output Operations
• pprint(n=10): prints first n elements of each batch RDD.

• saveAsTextFiles(prefix, suffix="") — saves each
batch to folder prefix-TIME.suffix.

• saveAsObjectFiles(prefix) — Java serialization format.

• foreachRDD(func) — most general; apply any RDD action
inside func.

foreachRDD — Write to Database

1 def send_to_db(rdd):

2 # Connection created inside foreachPartition to reuse

3 def write_partition(records):

4 conn = createConnection () # one conn per partition

5 for record in records:

6 conn.write(record)

7 conn.close()

8 rdd.foreachPartition(write_partition)

9
10 counts.foreachRDD(send_to_db)

20.6 Windowed Transformations
Window parameters
windowLength: total duration of the window (e.g. 30 s). slideInterval: how often a new window is computed (e.g. 10 s). Both
must be multiples of the batch interval.

Operation Signature Description

window window(wLen, slide) Returns a windowed DStream (each batch is a
window); apply further transformations.

countByWindow countByWindow(wLen, slide) Total element count over the window. More
efficient than window(wLen, slide).count()

reduceByWindow reduceByWindow(f, invF, wLen,

slide)

Efficient sliding reduce using invF to subtract
leaving elements.

reduceByKeyAndWindow reduceByKeyAndWindow(f, invF,

wLen, slide)

Per-key sliding reduce. invF optional (if omitted,
less efficient).

countByValueAndWindow countByValueAndWindow(wLen,

slide)

Frequency of each distinct value in the window.

Sliding Word Count (15 s window and 5 s slide)

1 lines = ssc.socketTextStream("localhost", 9999)

2 pairs = lines.flatMap(lambda l: l.split ()) \

3 .map(lambda w: (w, 1))

4
5 # Efficient incremental: add new , subtract old

6 wordCounts = pairs.reduceByKeyAndWindow(

7 lambda a, b: a + b, # add incoming elements

8 lambda a, b: a - b, # subtract leaving elements

9 windowDuration =15,

10 slideDuration =5

11 ) # a is the current , b the precedent

12 wordCounts.pprint () # if window (1000, 10), 99 batches are in common => most benefit

Non-incremental Window (no invF)

1 # When inverse function is unknown / not applicable:

2 # invF is omitted - Spark recomputes from scratch each slide

3 wordCounts = pairs.reduceByKeyAndWindow(

4 lambda a, b: a + b,

5 None , # no inverse function

6 windowDuration =30,

7 slideDuration =10

8 ) # in this case it’s equal to pairs.window (...).reduce(f)
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20.7 Stateful Computation: updateStateByKey

updateStateByKey — Running Total

1 # Checkpoint required for updateStateByKey

2 ssc.checkpoint("hdfs :// checkpoint -dir")

3 # same as using window with windowSize 2, slide = 1

4 def update_running_count(new_values , current_state): # needs to be associative

5 # new_values: list of counts in current batch

6 # current_state: accumulated state (or None if new key)

7 current = current_state if current_state is not None else 0

8 return current + sum(new_values)

9
10 lines = ssc.socketTextStream("localhost", 9999)

11 pairs = lines.flatMap(lambda l: l.split()).map(lambda w:(w,1))

12 totals = pairs.updateStateByKey(update_running_count) # called once per key.

13 totals.pprint () # prints number of a key occurring every X seconds

updateStateByKey — Complex State

1 # Track list of timestamps per sensor key

2 def update_timestamps(new_ts , current_list):

3 if current_list is None:

4 current_list = []

5 return current_list + new_ts # append new timestamps

6
7 # sensorRDD: DStream of (sensorId , timestamp)

8 state = sensorRDD.updateStateByKey(update_timestamps)

Transform — accounts for missing sortBy distinct...

1 def sortEachBatch(batchRDD: RDD) -> RDD:

2 sortedBatchRDD = batchRDD.sortBy(lambda pair: - pair [1])

3 return sortedBatchRDD # sort by value part inside each batch descending

4 # applies the previously defined function to ALL batches one by one.

5 wordsCounts.transform(sortEachBatch)

Key rules for updateStateByKey

• Checkpointing is mandatory — state is periodically saved to disk for recovery.

• The update function is called for every key that has ever been seen, even if no new data arrived for it in the current batch
(new values will be an empty list).

• State grows unboundedly unless you explicitly expire keys (return None to remove a key).

Spark Structured Streaming (DataFrame API)

21. Structured Streaming

21.1 Key Concepts

• Built on the Spark SQL engine.

• Input modeled as an unbounded table: new data = new
rows appended continuously.

• Queries are written exactly like static DataFrame queries;
Spark makes them incremental. Always stateful.

• Exactly-once guarantees in micro-batch mode (default).

• Event time natively supported; handles late data via wa-
termarking.

• Fault-tolerant via write-ahead logs and checkpointing.

21.2 Reading a Stream (readStream)

Socket source (debugging)

1 inputDF = spark.readStream \

2 .format("socket") \

3 .option("host", "localhost") \

4 .option("port", 9999) \

5 .load() # result is a dataframe

6 # inputDF is a streaming DataFrame (same API as static)

7 inputDF.isStreaming # True

File source (CSV / JSON / Parquet)

1 # Monitors a directory; picks up NEW files only

2 inputDF = spark.readStream \

3 .format("csv") \

4 .option("header", "true") \

5 .schema(mySchema) \ # schema REQUIRED for file sources

6 .load("hdfs ://input -dir/")

Kafka source

1 kafkaDF = spark.readStream \

2 .format("kafka") \

3 .option("kafka.bootstrap.servers","host :9092") \

4 .option("subscribe","my-topic") \

5 .load()

6 # Raw columns: key , value (binary), topic , partition ,

7 # offset , timestamp , timestampType

8 valueDF = kafkaDF.selectExpr("CAST(value AS STRING)")

21.3 Transformations (same as static DF)

Basic Transformations

1 from pyspark.sql.functions import split , explode , col

2 # Word count on a socket stream

3 words = inputDF \

4 .select(explode(split(col("value"), " ")).alias("word"))

5 counts = words.groupBy("word").count()

6
7 inDF = recordsDF.withColumn("SID", split(recordsDF.value , ’,’)[0]. cast(’string ’)).

withColumn(’freeslots ’, split(recordsDF.value , ’.’)[1]. cast(’integer ’)...

Unsupported operations on streaming DataFrames:

• Multiple streaming aggregations chained.

• distinct() on unbounded streams.

• limit() / take(n).

• Sorting without aggregation + complete mode.

• count() as an action (use groupBy().count() instead).

21.4 Output Modes (What to print)

Mode Description

append Only new rows added since last
trigger/computation (default). Requires
watermark for aggregations.

complete Entire result table output every trigger.
Required for aggregations without watermark.

update Only rows that changed since last trigger.
Supported by some sinks.

21.5 Sinks (Output) and Starting a Query
writeStream

1 query = counts.writeStream \

2 .outputMode("complete") \ # specified in section 13.4

3 .format("console") \ # console|memory|csv|json|kafka|parquet

4 .option("truncate", False) \

5 .trigger(processingTime="5 seconds") \

6 .start()

7 query.awaitTermination () # block until stopped

8 query.stop() # manual stop

9 query.status # dict with current status

10 query.lastProgress # dict with last batch metrics

21.6 Windowed Aggregations (Event-Generation-Time)
Tumbling Windows (non-overlapping)

1 from pyspark.sql.functions import window , col

2 # If each event has a "timestamp" column

3 windowedCounts = df.groupBy(

4 window(col("timestamp"), "10 minutes"), col("word") # window size , col(’

timestamp ’) == df.timestamp

5 # in the end it groups by window and word

6 ).agg({’*’:’count ’}.sort(’window ’)

7 # Output contains columns: window (start , end), word , count

8 windowedCounts.writeStream \

9 .outputMode("complete") \

10 .format("console") \

11 .option("truncate", False) \

12 .start()

Sliding Windows (overlapping)

1 # window size 10 min , slide every 5 min

2 slidingCounts = df.groupBy(

3 window(col("timestamp"), "10 minutes", "5 minutes"),

4 col("word")

5 ).count()

6 # A single event contributes to 2 windows (10/5=2 overlaps)
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